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A recent article in Current Anthropology by Johannes Fabian (2002) proposes that the Internet turns the old art of commentary on texts into a new genre of writing about ethnographic research. Fabian’s article reported on his experience with the creation of a “virtual archive” of popular Swahili texts, on which he translated and on which he wrote commentary.
  This article reports on a similar project: a compilation of interviews, primary sources and commentary conducted around the theme of the “Ethics and Politics of Information Technology.”
  The primary material collected here are interviews with three computer scientists, and commentary on these interviews by faculty and graduate students in anthropology and science studies.  The project was designed to be open-ended, so the call for additional commentary hereby goes out to anyone who might wish to participate.  This article responds to some of the issues raised by Fabian concerning the status of ethnographic materials and data, and of commentary as a “genre” of ethnographic writing.
  In addition, the goal of our project was not only to disseminate the interviews and commentary via the internet, but to develop a process of dialogue, re-interpretation and commentary that would render explicit certain forms of immanent critique in the practice of scientists, particularly within the world of academic computer science.  We will describe this process here, including some of the research results, and explain our commitment to and struggles with ethnographic “composition” as it relates to debates both about ethnographic writing and the conditions created by the internet.

The EPIT Project

The “Ethics and Politics of Information Technology” project was funded by the Computer and Information Technology Institute (CITI) at Rice University—an institute devoted to brokering relationships across the schools and disciplines, and through funding, lectures, lunches, and other activities, to encourage individuals to seek out and form collaborations with people in faraway disciplines.  CITI is one of four such institutes at Rice (the others are in Biology, Environmental Science, and Nanotechnology) whose aims are to foster inter-disicplinarity and enhance communication of research results across departmental and disciplinary borders.  CITI’s institutional mandate is to see research that would not otherwise be funded, or necessarily even performed, seeded on their dime and then hopefully leveraged into larger funding sources.  They were therefore successful in convincing members of the anthropology and philosophy departments (albeit, scholars trained in science studies and philosophy of science) to develop a project that loosely asked the question:  what kinds of ethical or political issues currently face working engineers and computer scientists, and how can we collaborate to address them?

From our perspective, the project was not conceived of as beginning with philosophical definitions of ethics; instead, we sought only to investigate, ethnographically, the projects and practices of particular computer sciences, in the hope that our dialogue with and observations of particular computer scientists would bring out several “ethical” issues to be refined over the course of the project.  On the one hand, such a goal is trivial, nearly any practice worthy of the name can be understood in terms of its ethical dimensions; on the other hand, we sought to discover not only what the scientists themselves considered ethical problems, or what “normal” practices they engaged in, but especially the problems that confronted them for which they had no name—emergent, unusual, or contingent issues that their training did not prepare them for.  More often than not, they referred to these issues (issues that were not part of everyday practice) as ethical.
  The choice of scientists and research areas was therefore strategic.

Three computer scientists, all men, but in three different research areas and of three nationalities participated in the project.  Dan Wallach, a security researcher who had been involved in several intellectual property/academic freedom debates, and who had recently become an integral part of the research into the security of touch-screen electronic voting machines; Peter Druschel, who had recently begun a research project on peer-to-peer technologies (similar to the famed Napster, Kazaa and Gnutella file sharing programs); and Moshe Vardi, whose work on logical verification concerned issues of risk, trust and reliability in complex software systems.  The research group consisted of 2 faculty and between 3 and 5 graduate students. The first iteration of the project lasted about 8 months and concluded nominally with the organization of a workshop that brought three outside faculty together with the research group and the interviewees for further discussion (in May of 2004).

The research process followed was roughly the same for all of the interviewees:  the research group would meet to read and discuss materials that had been provided by the interviewee—usually impenetrable and obscure research publications, of which we could normally parse only the first sentence. Of the abstract.
  The research group would delve into these areas and develop a loose set of questions together based on discussions and reading.  A subset of the group would conduct an interview and transcribe it.  The transcription was sent to the interviewee for comment and the research group would meet again to determine which, if any, of our questions were answered, which needed further clarification and what direction to head in for a second set of questions and interviews.  This process ended up involving several meetings to read, research and share ideas about the transcripts, related news stories and events; we experimented with classic ethnographic techniques, like literally cutting up transcripts and putting them in coded piles, as well as with digital tools, such as wikis for collaborative mark-up of transcripts.
  No single tool served any researcher or subject better than another, and we maintained a relatively unstructured system of analysis throughout.  Throughout the project, however, we have tried to maintain a commitment to tools that are freely licensed (free software/open source) in order to insure at least legal and technical archivability.
  The interviews themselves tended to be open-ended, though we were careful to give the interviewees a chance to read and discuss the transcripts prior to the second interview.

With two sets of interviews with each informant in front of us, we experimented with producing various kinds of commentary about the transcripts:  short definitions and etymological analysis; more extensive “philological” and rhetorical analyses of the texts; analyses of the relationship between particular concepts (such as, for instance, the very common use of “trust, security, scalability and reliability” by computer scientists).  Many of these experiments were conducted in the form of “assignments” (we called them “missions” in a celebration of anthropological heritage) where some aspect of an interview, or some concept that emerged from discussion was thematized and presented by someone, and each member of the group was charged with writing a brief response—usually less than 2000 words.
  A similar experiment centered on words or concepts that were clearly out of place (for instance, Dan Wallach repeatedly used the concept of “regulatory capture” when describing the security of voting machines) and each member sought to explain how they’d gotten there (some other surprising terms that appeared included “gift economy”, “incentive structure” and “freeloaders”, all of which captured the attention of one or more of the researchers).  Finally, in an effort to make the transcripts more readable on their own, we edited them and added commentary that explained some of the context and background for the issues discussed.  The need for this came from the realization that each object—text, commentary, image, video—needs its own context of some sort in order to lead people from one object to another. 

Throughout this process, we produced several kinds of documents:  transcripts, highlighted transcripts, annotated and condensed transcripts, lists of keywords, sets of annotations, commentaries on the transcripts and annotations, commentaries that responded to a structured set of questions, commentaries that emerged according to the interests of individual researchers, conference papers and articles.  In the end, this heterogeneous collection took two forms: 1) a single printed document (organized by interviewee and accompanied by that olde search engine of yore, a table of contents) and 2) a website that presented the documents (again organized by interviewee) alongside the transcripts and other documents.

After 8 months of interviews and analysis, the research group organized a small workshop and three invited outside participants to do several things: first, to simply read as little or as much of the material as they chose; second, to contribute commentary after the example of what they read and according to their own interests, and three to be involved in a third round of discussions with each of the participating computer scientists.  This workshop was conceived primarily as a test of the limits of extending the collaboration in the research and writing outside of the initial group.  All three outside participants were eagerly engaged with the project and discussions with the scientists; as expected, however, soliciting written work proved a greater (though certainly not impossible) challenge.

In many ways this process was absolutely conventional: it involved only interview, observation, transcription, and analysis followed by a workshop and discussion.  It was therefore indistinguishable from most work in cultural anthropology—which was good news for the students, whose self-definition as professional researchers is at stake.   However, there are two aspects of this process that we consider to be novel, and that were raised as questions throughout the project.  The first was the question of commentary: what form could it take that would make it stand out as more than a footnote or a response?  Should we aim at producing some kind of “case study”?  Should we turn to the figure of the Talmud (this seemed to give too much credit to both the interviews and the commentaries)? How should we organize (hierarchize?) the commentaries?  Do we do so at the outset, or wait until they are written?  How do we give it structure, but keep it open-ended? At least one of our CS interlocutors was very surprised to learn that we had annotated and commented upon the transcript (though this surprise might be the result of the occupational hazard of arrogance borne by scientists in the public eye: that of seeing the interview as the point of the whole endeavor, not our analysis) and made the effort of responding in turn to our commentaries.
  The problems and possibilities of a structure in which the call and response of commentary could go on for some time also faced us: should we limit commentary by length, by time-limit?  All of these questions were asked under the dark sign of information overload—the task was not simply to shoot as much stuff as possible and let the reader sort out the questions later, but to compose, to distil, and to arrange without shutting down the variety of interesting paths that had emerged.

The second question concerned the “collaborative” creation of such commentary.  Although we conceived of the project as a collaboration with our informants—if only to insist on our own legitimacy vis-à-vis computer scientists—our first concern was with the collaborative (or better, coordinative) aspect of the research project itself.  Again, the idea of collaboration in anthropology is hardly new; there’s no shortage of challenges to the organization and management of a research project, large or small.  In this case, however, the question of collaboration was intimately linked to the composition of the overall project.  It was clear that the lines between research and writing would effectively be blurred by our commitment to an iterative and open-ended process.  We had no intention of designing a traditional collaborative research project in which each member was responsible for defined tasks that would be accomplished and then slotted into a chapter-by-chapter report; however, as with problem of the structure of the commentary, we also had no desire to produce an un-navigable heap of transcripts, commentaries, articles and annotations that would only frustrate a reader.  How, then, to create a structure loose enough that everyone might easily contributed to it (and know where and how to), and yet tight enough that readers can navigate it quickly and meaningfully without needing to read all of it; to produce something with firm and clear research questions at the outset, but that could be reconfigured when new questions emerged as a result of our work. 

These two questions resulted in two practical challenges, which have been met halfway by the initial experiment: 1) the analytic limits of bringing multiple interviews, commentaries and diverse analytic interests into an accessible and navigable narrative/argument/composition and 2) the technical limits involved in achieving the composition of heterogeneous documents we had thereby envisioned.  We address the first challenge here only as the beginning of an attempt to think through issues of general interest to anthropology in the 21st century and in the wake of critiques of ethnographic writing—we do not claim to have solved them, only to have created something that we hope deserves critique or extension.  Our response to the second challenge is more mundane, and more likely to change quickly and depend on issues far outside anyone’s control—such as the structure of data formats, the regulation of the internet and institutional policies concerning technology use, publication, copyright and certainly not least of all: the technical skills and enthusiasm of researchers.  As in the case of Fabian’s project, the success or failure of either challenge is in the material itself: <http://www.kelty.org/epit/>.

Show me the money.

Needless to say, in addition to trying to address the not insubstantial questions posed above, our research group was also faced with actually conducting (gasp!) research and struggling to reveal something of use to working researchers in anthropology and science studies.  We report here on three areas that have been developed based on the research project: the rhetoric and practice of academic computer science; the intersection of technology with elections and democracy; and the technical meanings of risk and trust in systems involving software or networks.  These three areas are reviewed briefly here, and are the subject of at least three other conference papers by members of the research group.

Rhetoric and Practice of Computer Science

While numerous anthropological projects have been completed or are underway that study hackers, geeks, and internet-based social movements, there is relatively little recent work on academic computer scientists (notable and formidable exceptions are Star 1995, Bowker 1997, Bowker 2001, Forsythe 2001).   Academic computer scientists represent a crucial point of comparison especially for recent work on free software/open source and hacker ethics and politics (Coleman 2004).  In one particular case, our research group focused on the subject of “good and bad bug hunting” as a practice.   Security researcher Dan Wallach explained in detail the mechanisms whereby one hunts for and finds bugs in software—much the way a hacker (or cracker) would search for vulnerabilities that might be exploited for good (or evil) purposes.  Wallach (like other academic security researchers) is concerned with building a career out of this activity, and two salient points emerged from the discussion.

The first was that Wallach talked of his “research pipeline”: “Find a bug, write a paper about why the bug was there, fix the bug, write a paper about how you fixed the bug, repeat.”
  His list of publications bears this out, topping forty publications by his early thirties.  This practice of turning bugs into academic papers turns out to be important, as was also clear in the case of researcher Peter Druschel, for whom the wide gulf between hackers/open source programmers and academic researchers centered around the practices of citation, reference, and the methodical documentation of work: “in general they don’t give credit very well.  So it is actually not easy for the public to track where these ideas came from… they don’t think like we do in terms of intellectual property. They don’t publish anything, they don’t write papers. You got to look at their software. In fact you can’t even get them to read papers [laughter].”
   The irony here is that there has been a great deal of talk amongst hackers and free software/open source programmers about how important credit and reputation are to them, since none are remunerated directly for the software they create (Raymond 1999).  Drushel’s comment suggests that there is still a significant difference between the vocation of the scientist and that of the tinkerer or bricoleur—one that has less to do with savage or civilized minds than with the bureaucratic, deliberate, and methodical practice of contributing to science in a structured and cumulative form; whereas hackers and tinkerers engage in fast and furious creation of often mind-bogglingly clever or elegant code which is nonetheless inscrutable or difficult to use on account of its idiosyncratic creation by hackers or open source projects with ad-hoc management and little concern for replicability or archivability of results.  They have “users” who need to be satisfied—computer scientists usually do not. 

A second salient aspect of the rhetoric and practice of academic computer science was the surprising use, by Dan Wallach, of the concept of a “gift economy” to explain the practice of finding and revealing security flaws in corporate software.  It was surprising simply because it’s always surprising to see concepts from anthropology circulating in a foreign place, but more importantly, for anyone who has had the pleasure of associating with geeks, hackers, or free/open source software aficionados, they know that the concept of “gift economy” circulates quite widely (first used by Rheingold 1993, then in Raymond 1999, and Ghosh 1998), as mentioned above, to explain reputation and value.  So it was doubly surprising to see it used by Wallach (who admitted that he probably only knew about it because of Raymond) to refer in this case to the activity of “giving” a security flaw to a corporation (rather than “giving” it to the world—i.e. making it public), in return for which, he was “given” a $17,000 computer.

This exchange was deeply formative for Wallach, and has given him a way of explaining to his own students the proper “ethical” practice of finding, reporting, revealing, and expecting payment (or not) for security flaws.  At the time of this event, Wallach was a grad student, and one of the first people in the history of the discipline to perform this kind of action, and furthermore, to then call it research.  Prior to this point, security flaws were simply problems a company might or might not choose to deal with—Wallach and a handful of others introduced a way for it to become an issue of public safety or commercial accountability.  The security flaw gift economy was further illustrated by Wallach through his explanation of Netscape’s early “bugs bounty” program—in which Netscape paid $1000 for security flaws (beginning in roughly 1996).  According to Wallach, this system was very soon abused, providing as it did an incentive for people to find as many bugs as possible, and then demand payment for them.  Wallach refers to this explicitly as “blackmail” and differentiates it from the ethical incentives that he had (very rapidly) evolved to make security research into more of a cat-and-mouse game between researchers and corporations, than what he saw as a kind of protection racket.

One of the things this experience clearly demonstrates is the ability for systems of norms to emerge suddenly and surprisingly, and to be quickly incorporated into the practice of scientists where they fit.  The emergence and evolution of norms was illustrated as well in the conversations with Moshe Vardi, who explained that the course he taught on “ethics” was largely designed simply to communicate the norms of everyday practice for computer scientists—things like citation practice, authorship, taking care of data, working with faculty etc. and not necessarily the ethics of, or effects of the computer science in the world at large.  Vardi made clear that even within the discipline of computer science, there is a very wide variety of different norms for any given practice, and that even teaching a class was inadequate to the task of communicating all of them.  

The fragility of norms, as with the surprising evolution of them, is intimately related to the relationship CS researchers must have with corporations and now with hackers and free software programmers.  On the one hand, corporations are the life-blood of an activity like security research, since they build and provide the infrastructure that more and more security researchers are investigating; on the other hand, Peter Druschel provided a very stark example of how careful CS researchers must be to carefully steer a course between being either purely academic (i.e. no code) and creating an effectively usable application (i.e. a peer to peer application that might be used to transfer and share copyrighted information without permission).
   It is clear from our research, that CS researchers are developing modes of existing in a world where norms of practices change quickly enough that the self-conscious creative evolution of norms of practice has become part and parcel of the research itself

e-Voting and the technical criticism of democracy

A second area of intense interest for us—primarily because of the high-profile aspect of the research—was Dan Wallach’s involvement in the nationwide (and eventually global) controversy over touch-screen electronic voting machines (EVMs).  Wallach was a co-author on the report that analysed the Diebold electronic voting machines, and found them vulnerable to various kinds of attacks.
  As was clear from discussions with both Wallach and Moshe Vardi, CS researchers are reluctant to grant absolute security status to any software system—it is therefore not at all surprising that the EVMs contained security flaws that could be exploited to rig an election or change the results.   This was not, however, the core of the controversy.

The EVMs made by all of the major manufactures by 2003 (helped along by the Help America Vote Act which disbursed large amounts of funding to local election officials around the country, who in turn signed contracts with EVM companies) were touch-screen-only machines:  none of them possessed any mechanism that would allow 1) a voter to verify in some tangible way (i.e. other than on-screen) that the machine was recording their vote correctly or 2) an independent recount of the votes based on something other than the potentially compromised software itself (i.e. a paper ballot).  The research that Wallach and friends conducted, therefore, was not necessarily directly connected to the main problem—that is, though they proved the existence of flaw in the machine they were not asking Diebold to make the machine 100% secure:  they were instead asking them to provide an independent verification of the vote, when the machine is broken or compromised.  It some ways, it could be simply stated as a core engineering principle: make the function of the machine robust.  The call went out, both by Avi Rubin of Johns Hopkins and by a well-known CS researcher from Stanford, David Dill, for a “voter-verifiable paper trail”.
  Through protest, public speaking, activism and organizing, these CS researchers, along with other activists and organizations (such as the Electronic Frontier Foundation) were successful in convincing several states to retroactively require EVM makers to include a vote-verifiable paper trail on the machines they sell.

The problem of verification in this case includes a palimpsest of transparency issues:  adding up, as one might suspect, to a pretty opaque problem.  First off, Wallach and friends never actually had access to a real Diebold voting machine for their study.  They had only a collection of source code that had somehow or other been “liberated” from Diebold’s webservers (according to Wallach, activist Beverly Kaufmann claims to have “found” the code lying open for anyone to see on a web-server based perhaps in New Zealand.)
  Wallach and friends’ article  (Kohno et.al 2003) was therefore based not on the “official” Diebold machine, but on the only code they could obtain.  Of course, from Wallach’s perspective, there was no other choice:  in order to inspect any of the corporate machines, Wallach would have had to sign a non-disclosure agreement that would effectively stifle his ability to publish the results of any research.  In addition, he concluded that even were he to ask Diebold, it was unlikely that they would offer even this concession.  So they decided to base their research on the liberated code, risking violation of trade-secret law, which, as Wallach likes to point out, not without some glee, is a felony offense in Texas.

A second layer of opacity comes at the level of certification.  Because of the trade-secret status of the software code owned by the corporations, certification by the US Government happens in secret, and, according to Wallach, both the certification process and the certification itself are classified, unavailable for review by anyone.  Wallach is justifiably appalled by this state of affairs—but ever the scientist, he offers an explanation in the form of “regulatory capture”:  that government bodies set up to regulate the process and mechanics of national elections in the US are effectively controlled by the corporate interests creating the machines.  While this response may sound cynical, it is actually a kind of analytic device that allows Wallach to pinpoint where the weaknesses are in the system—i.e. they are not only in the code, but in the democracy itself.

A third layer of opacity concerns what happens in the voting booth itself.  The controversy concerns the fact that many voters and many voter organizations are appalled at the activism of CS researchers, because they see it as a huge step backwards:  for these organizations, EVMs represent huge strides in achieving equality and access at the voting station:  blind voters can vote alone with an audible ballot, elderly voters can increase the font size or fix a miscast vote, and voters with motor disabilities are better accommodated by the machines.  In addition, election officials see huge benefits in eliminating paper: they see the machines, and rightly so, as potentially more accurate, and certainly much faster at counting votes, than any other system. 

CS professors, however sympathetic (or not) they may be towards such concerns, are pointing to something else: the superimposition of particular technical structures onto long-standing democratic structures.  They decry the potential for the effective re-legislation of democratic election policy.  CS researchers, possibly for the first time in history, find themselves arguing that we should trust technology less and use more paper.  They can see clearly that it is not the technology that is at issue, but the structure of democracy and the protocol by which elections are carried out, recorded, verified and ultimately legitimated.

The implication of this experience, for our research group, is that deep within computer science, there is an immanent critique of government—one which CS researchers find themselves reluctantly and somewhat awkwardly trying to articulate in the only language they know how: that of science.  Part of the goal of this project then, has been the attempt to articulate, through dialogue and commentary, the nature and meaning of this immanent critique.  Of course, given the very high profile nature of this issue, we will not have been the only people attempting to do so, but the conclusion for science studies and anthropology remains the same (and one demonstrated beautifully 20 years ago in Leviathan and the Air Pump):  that at it’s heart, scientific practice is also about social legitimacy, and that where such arguments erupt, one can clearly see both the state of the art and the art of the state.

Trust/Risk.  The science of the artificial, redux.

A third area of interest that emerged from our research is the status of social concepts such as trust, risk, incentive, or individual as they are deployed in computer science research.  Related to this is the increasing employment of concepts from academic social science in computer science, including most prominently game theory, but also including a range of theories from animal ethology to collective action research to social network theory.

On the one hand, the use of such social concepts both fascinates and bores computer scientists.  In our struggle to understand the research that Peter Druschel and students were performing on peer to peer systems, it became obvious that they were both excited about the novelty of employing such concepts as “freeloaders” and emergent social organization in the design of the code—but also nonplussed when presented with the knowledge that such concepts had long and sometimes acrimonious histories in social science itself (sociobiology, in particular, often seems to have the status of a simple fact for CS researchers, whereas it could not be more controversial amongst anthropologists).

One point of obvious confusion for us was that these concepts were routinely applied to non-human actors—but that such actors were often referred to as people, or at least as intelligent, desiring agents of some kind.  However, all of the research that Druschel’s group performs is done strictly in the absence of any actual flesh-and-blood, desiring human users.  There are two reasons for this.  The first is technical: Druschel’s group is interested in scalability, i.e. the performance of these systems for very large numbers of people (of the order of magnitude of 100,000 users usually).  No experimental protocol (with the possible exception of pharmaceutical clinical trials) could handle such numbers, and the only way to “test” the software would be to have 100,000 “actual” users of the software, which would necessitate building and distributing “real” software.  Hence users are simulated, and the software is distributed mostly to other computer scientists interested in simulating different users.  There are, of course many (good and eveil) ways to get that many users involved, such as by giving away a file sharing program based on their research and code.  But this is the second reason for the absence of users: the political stakes of giving away a file-sharing system in the current legal environment are too high.  So Druschel’s software is deliberately opaque—not user friendly, or user friendly only for a specific class of users: other computer scientists and programmers.  Though they insist that there are other “non-infringing” uses for peer to peer (such as email, chat and the secure storage and distribution of non-copyrighted material, all of which they have created), it was clear from our conversations that they would like nothing more than to run an experiment in which 100,000 or 1,000,000 people actually use their software to actually test their theories.  In this case, the question remains:  would it then be about humans, or about software?  Disentangling the assumptions about humans, from the assumptions about agency that are built into the experiment is no easy task, but has pointed our research group towards a set of fascinating questions concerning the social imagery that is hard-coded into the experiments of computer scientists.

On the other hand, the “social” concepts of trust and risk are beyond fascinating or boring to many other computer scientists:  they in fact constitute one of the core problematics of the discipline.  In the case of Moshe Vardi’s research area—the verification of software systems using mathematical logic—the ideas of trust and risk have come to occupy a peculiar position vis-à-vis certainty (especially logical certainty) that Vardi likes to characterize as “The Unusual Effectiveness of Logic in Computer Science.”
 

An interesting crossover occurred here between the e-Voting controversy, and the field of software verification.  Because David Dill (the CS researcher from Stanford) had taken such a central role in the controversy and was also a researcher in Vardi’s field, we asked about this connection.  Vardi explained how CS researchers have backed away from early claims to be able to logically verify programs with absolute certainty.  Such a retreat hardly indicates that logic has been abandoned—if anything it has become more sophisticated and crucial to analyzing abstract systems of all kinds than ever before—only that CS researchers have embraced a version of probability, trust and risk.
  The analysis of software systems now leads to statements of the form, “X is more or less reliable that Y,” rather than “X is secure” or “Y is unbreakable” and allows for a researcher like Dill to claim, with confidence instead of certainty, that people should not trust a software system, no matter how strongly a corporation claims that it is secure.  Dill and Vardi’s understanding of the uncertainty surrounding all software systems allows them to shift their focus from the demands for every greater security, to a notion of embeddedness, or dependence on environment.  Rather than demanding certainty, they demand trust in systems—an attribute that is only partially theorized in its role as simultaneously technical characteristic and human foible.  

Trust in this case may be related to the reliability of software code alone or, as in the case of a voting machine, might be related to the system that produces that trust, such as the electoral system itself.  Here again, it is possible to glimpse a kind of immanent critique in the very heart of CS: one that points the way towards a science that is deeply concerned with the safety, reliability, and fairness of human-machine infrastructures.  Such immanent critique may be guided by theories and ideas (by “social imaginaries” perhaps) that are deeply debated in the social sciences: from rational actor theory, to game theory, to theories of justice as fairness or deconstructive critiques thereof.  Needless to say, our informants were not steeped in these debates, nor necessarily aware of the critiques—but this hardly matters to the fact that they are being routinely operationalized as protocols for research and as tools for industry to build and improve software infrastructures

All three of these areas are being developed by the members of the research group as conventional projects:  conference papers and articles, principally.  We hope that each of these areas might be developed in anthropology and science studies and contributed to current debates—or more generally as useful material for pedagogical engagement both with these issues, and with a style of ethnographic research.  With any luck, some readers of this paper will find the material on-line interesting enough to pursue it in more detail, perhaps even to contribute to it—in which case the goal of this brief introduction will have been achieved.

 The rest of this article, however, focuses on the larger aims of a project like this, the status of scholarly publishing, and the role that the Internet plays in it. 

Disintermediate me, please: the meaning of the internet for anthropological research and writing.

Johannes Fabian’s article (Fabian 2002) began by suggesting that “the conditions of recourse to ethnographic texts, the documents of fieldwork that are among our primary sources, have changed (or could change) radically.  Traditional genres of anthropological writing (such as the scientific paper, the monograph, or the historical account) place limits on the uses of ethnographic texts (and even more so of audiovisual records).”  This new situation is “bound to affect ethnographic writing.”  This section looks at some of the ways that the internet affects not only writing, but research as well—and how projects like the one described above are responses to this “new situation.”

Of course, anthropology is hardly the first discipline to face the challenges of the internet—though the heterogeneous nature of its materials, tools, and evidence, not to mention its traditional reporting styles makes it much less amenable to coherent discipline-wide digital adaptations.  In other disciplines, especially the hard sciences, where standardization of tools, languages, concepts or methods is more broadly enforced, these challenges have created new responses.  Increasingly, journals that publish scientific articles now require the public deposit of data-sets related to the scientific claims or experiments.  More and more scientists are “self-archiving” papers and datasets, in addition to publishing them in journals.
  Physics and mathematics have been making regular use of “pre-print servers” (web-servers that make articles available prior to peer-review or publication) for over ten years (especially the famous Los Alamos Preprint server, now called arXiv.org).  And a number of “commons” in scientific data have been created—from biodiversity to genetics to education (Kelty 2004).

There are therefore a wide variety of challenges facing different disciplines: issues of access and dissemination, issues of pre- and post-publication peer review, and as Fabian suggested, issues of blurred genres—this time in the very distinction between research and writing, rather than (as in Geertz’s day) between disciplinary approaches to analysis.

Chief among these challenges are the declining fortunes of the academic publishing industry—and its increasing need for “marketable” academic work (Waters 2004).  This “decline” is the subject of a wide variety of debates about how the revenue and costs of publishing in scholarly fields are measured—and whether these costs should be borne by scholars themselves (a subsidization, or “open access” policy) or the people who wish to access the research (the current subscription model).  The differences between the large commercial publishers (like Elsevier or Springer) and the small scholarly societies (such as the AAA) and university book publishers, are also hard to measure or debate.  There are, however, a few clear effects that can be charted, with respect to anthropological research.

One is that fewer and fewer specialized monographs (i.e. dissertations, largely) are published, even as more and more are written.  The other is that it has rendered starkly visible the Janus-faced nature of filtering and quality control provided by the academic publishing industry. 

The decline in the number of published monographs might have been a more pressing crisis, were we still living in the so-called Gutenberg galaxy; just ten years ago, if a monograph could not be printed and sold, that scholarly work was simply unavailable except through personal and informal networks.  Indeed, certainly this tragedy has befallen many, and it is a tragedy, whether one takes it to indicate a judgment about quality or not; it is a case of scholarly work that has been paid for and produced by and in universities (often through federal tax dollars) being disappeared by the ailing balance-sheets (which are not the same as the capricious tastes) of publishing houses.  Such disappearances happen long before the troubled process of peer review can even begin.  In the Turing universe, of course, there is no tragedy: it is increasingly easy to make such work available without “publishing” it:  through email, on a web server, or in a “virtual” archive.  No longer is it necessary to rely on a publisher to get work out and into the hands of the 15 or 16 people who really want to see it, if not the university libraries that would constitute the remainder of the sales.  Today, for better or for worse, it is possible to blog one’s way to scholarly success.

On the other hand, many academics (especially in the humanities and social sciences) rightly see publication as a bottleneck and seal of approval without which we would ostensibly be up to our nose-piercings in scholarly dreck—incapable of distinguishing quality work, or at least overwhelmed by the flood of mediocrity.  It is likely that most academics in fact rely rather heavily on the taken-for-granted function of the pre-internet publishing industry (which includes our ailing scholarly societies as well) to do the work of separating wheat from chaff for them (and the authors speak humbly but avowedly from the subaltern position of wheat-manqué, so to speak—the unknown or unpublished younger generation that must deal with the new realities of publishing).  As scholarly bookstores disappear or consolidate, as used bookstores go virtual, and as journals go on-line and show up less often and in fewer real mailboxes, a whole range of practices for “keeping up” with scholarship are changing—but the demands to circulate one’s work for the purposes of getting and keeping jobs, grants, or promotions remains largely the same as in the past.

The fact that we rely on presses to do the work of evaluation and validation is fair, however, because “publishing” has long meant much more than simply “making available”: it included editorial review, peer-review, and peer-review management, copyediting, design, text markup and typesetting, accounting and oversight, marketing and promotion, the soliciting and placing of reviews, the organizing of signings and readings etc—these are the activities that help academics determine what (outside of their narrow specializations) they will read and teach and review and promote.  When we reduce “publishing” to “making available” we do the industry a grave disservice.  But if the publishing industry fails to provide the latter services in favor of simply “making work available,” then we have a crisis—one in which publishers cut back on everything except gatekeeping.

This might be an inaccurate view of the academic publishing industry, but regardless of how one views its function or the job they are doing or whether one believes that they can ensure “quality” at all (de gustibus non disputandem est…)—the fact is that with the rise of the internet, and the experimentation with forms that it admits, publishing a book with an established publisher or article in a known journal is simply no longer the only, or even the principle, mechanism by which research can be evaluated, reviewed, edited, improved, or most certainly, made available by and to our colleagues.

As Fabian and commentators note, in the past, many of the constraints put upon ethnographic writing—especially concerning the inclusion of source documents—were largely dictated by these vetting functions of the publishing industry.  Books filled with pages and pages of transcripts—inherently fascinating as they may be—simply had no chance of publication compared to a well-written lightly illustrated 150 page synoptic of the same informants (except of course, for that thin creamy layer of top authors presses find it impossible to refuse to publish).  The generic possibilities of anthropological writing have largely been set through the publishing industry:  edited volumes of single-author papers; 200 to 500 page ethnographic texts (generally without source material and limited black and white images); footnotes and appendices discouraged; un-translated passages and documents discouraged; the list of minor generic constraints could no doubt be extended.  Outside of these technical constraints, it is clear that there are others:  work on Native Americans or South America finds outlet in one press, theory and experimental writing find another, linguistic and physical in a third and fourth; again, without presenting too jaundiced a view, or even addressing issues of genre, it is clear that the discipline of anthropology is still very much at play in the fields of the book.

Of course (hallelujah!) the internet removes all these constraints, allowing authors to share terabytes upon terabytes of interviews, images, documents, appendices, commentaries and commentaries on commentaries, random thoughts, shout-outs, endless acknowledgements, and as much blogorrhea as often and as widely as authors and readers can manage—or as Google™ can.  Color images are no problem, and with the explosion in digital technologies, video and audio are as easy to distribute as text; translation and transcription take time, but uploading audio files of interviews or scanned documents is comparatively quick.  In addition the internet does not discriminate.  It does not care if you work on Chichén identity or Igbo fricatives; on knapped flints or Egyptian kinship—it’s just all so many bits to the Internet. 

But there is one constraint it will not remove, and that is the requirement of composition.  That is to say, it is the requirement to produce an argument, a concept, a form and/or a narrative that can make sense of a large amount of written or spoken material.  We say “composition” here because it is more inclusive than “writing” (paintings, musical works and software all need to be composed, as poetry and novels do).  Writing implies only the textual and narrative organization of language, whereas it is increasingly necessary to imagine the composition of not just words, images and sounds, but also other complete texts or objects—various forms of non-narrative writing or composition from the transcript to the translation of found and unpublished works to news articles to bureaucratic forms to the legal documents or scientific data.  The internet neither solves this problem nor simplifies it—if anything it makes it more difficult at the same time that it provides the possibility of solving it.  Fabian put it well: “no more than other ‘media’ does the Internet guarantee its own communicative or informative success. It does not preempt the labors of ethnographic representation; it only changes some conditions, and it was to the latter that I wanted to direct our attention.”

This is why, all of a sudden the question of commentary seems so apposite to Fabian: yes, he can throw a whole bunch of fascinating Swahili texts up on the internet for all to see, but that does not yet make sense of them.  Nor can he expect everyone, or even interested specialists in Swahili popular literature, to first read all of the popular texts, then read all of the footnotes, then read a scholarly essay on the texts, then read a paper in Current Anthropology commenting on the difficulty of doing so, for this is, at best, an enormous time-suck.  This is why “commentary” as a genre is worthy of further exploration—how can it become more than just writing about other writing, more or less than annotation, more or less than hyper-linking.  How shall we relate the practical difficulty of writing a commentary that makes sense of a large collection of heterogeneous media objects (interviews, news reports, videos, images, scholarly analysis) to the essential requirement that our scholarship is, as Weber put it, about the “conceptual interconnection of problems” not “ the actual interconnection of things?”

The enthusiast might suggest that hypertext has solved all these problems, but we remain skeptical about such claims.  There is, of course, no shortage of writing about the promises and liberatory possibilities of hypertext—beginning with classic Computer Lib by Ted Nelson, and running into the 1990s (Bolter 1991, Joyce 1995, Landow 1997 for example).  Much of it this literature has succeeded in reforming the way we think about and read text.  Interestingly however, all of this fine writing about hypertext shares the condition of being published—by reputable presses, in good old fashioned scholarly forms and usually, in hardbound books.
  Most of it does not so much explore the problem of commentary and composition today, as announce its impending future. The age of announcements has gone on now for roughly thirty years, and it is perhaps now time for scholars who would laud the possibilities of hypertext to pony up.  We do not yet have the hypertext announced in any of these works, nor are we likely to.
  However the internet, and the increasing variety of publishing and networking software proliferating on it, certainly change the conditions of scholarship—whether it is written long-hand or in hypertext.

The problem of composition does not go away with the rise of the internet or the fall of the publishing industry—nor, significantly, does the requirement for scholars to read, evaluate and judge works such as Fabian’s commentary, or the project presented here—not to dismiss them as failed experiments, but to learn from and clearly articulate the consequences of those (possible) failures.  The genres of the scholarly article and book are neither natural nor unchanging—they are vehicles for a constantly changing problem of composition that has reasserted itself here and now, once again.  It is a problem that encompasses more than just how we write—more than the “literary experiments” of Writing Culture because it involves the design of fieldwork, the design of research questions, and the “collaboration” or more simply “coordination” of researchers interested in the same conceptual problems, as well as the composition of a manuscript-cum-archive-cum-commentary that must be read, critiqued, vetted, and circulated.  These experiments with archives of source material, and with forms of commentary are therefore also experiments in that very epistemological transparency that remains the subject of Writing Culture and the critiques that followed it.  Once more, Fabian nicely summarizes the stakes:  

the question of ethnographic authority remains a problem of epistemological legitimacy, a problem that is exacerbated, not solved, by recognizing the inescapably political (and/or aesthetic) dimensions of research and writing. And of course transparency does not equal truthfulness, but it beats long-established practices of keeping ‘data’ up our sleeves while we perform the ethnographer’s magic.

We read this as a call to evaluate, to make explicit, and then to transform the processes of knowledge production in anthropology—and not simply to comment on them obliquely or directly in a written and published text (what “reflexivity” has come to mean).  Such a quest may seem pyrrhic to theorists forged in the fires of aporia and mise-en-abyme, but for us, the true test of an ethnographic project does not rest in epistemological certainty, but it the creation of new concepts that order and make sense of (for as long as possible) a constantly changing world.

Concluding provocations

By way of conclusion, here is a salvo of propositions for response and discussion:

On commentary as a genre:  It is clear that the practice of commentary is now more common than ever before; nearly every website on the web lets readers post “comments”; blogs are essentially a structured way of tracking discussions through commentary both on phenomena and on the commentary on phenomena; and of course the mainstream media seems to have descended willingly into a non-stop parade of opinion on every eventlet that passes the news-desk, no longer confined to the so-called expert talking heads who once graced our screens.   Commentary as a genre, however, has yet to receive much attention.  Journalists have begun to question what bloggers are doing to their profession (Gilmour 2004); but questions have yet to be asked: when does commentary become primary text? Which texts will remain open for comment? And ultimately, how is this increasingly speedy and social process of writing and responding changing the way publics and public opinion is formed, sovereignty distributed, or propaganda or fashion (also as genres) renewed?  Anthropology can no longer afford to think of itself as a discipline of orality, unless it learns to experience this explosion of typing (let’s not say writing) as part and parcel of that orality (perhaps we need more than the anthropology of chat, perhaps the anthropology of chatter…).  As a genre, however, commentary must come to be seen as a mode that rests somewhere between the over-vague “theory” and the debased sense it has of “clarification”.  Commentary should be the judicious space where the work of detailed ethnographic investigation is connected to a conceptual lexicon that circulates in our discipline(s) and our discussions.  It should be a genre of theoretical proposition and counter-proposition that enters the courtroom with briefcases fat with ethnographic testimony and evidence, but can present opening and closing arguments the rest of us in the jury can make sense of.
 

On Composition in common. One thread that bound all our experiments in the EPIT project was that commentaries were immediately made available to the group and to the interviewees as part of the process of developing them.  This simultaneity blurred the line between the period of “research” and the period of “reflection” or “analysis.”  Writing, in the sense of the construction of a narrative and a set of descriptions that make sense of collected data, no longer need occur after the research is done—and not just in the trivial sense that we all write field-notes and rework them into arguments—but in the more significant sense that it is now possible to both write and distribute to others, and to write in common with others (i.e. to collaborate with, or to simply write in the same documents as both informants and scholars).  The temporal horizon does not disappear, nor, given the very human constraints of responsibilities and unchanged speed in reading and writing, does it shrink very much.  However, what it does create is the possibility for composition and commentary to happen at the same time.  One of the folk “laws” that circulate on the Internet is called Metcalfe’s law (for Robert Metcalfe, who invented Ethernet, and who coined the observation): “the utility of a network increases as the square of the number of users.”  In the case of commentary this is obvious.  If we set up a project with 10 members, each responsible for writing one 5 page analysis of some material, and each are require to make a one paragraph commentary on the other nine, then very quickly, then there are ten five-page commentaries each with nine responses (90 responses total). 102=100.  Each of those authors gets a virtual avalanche of feedback and suggestion on what they write, with a relatively small investment in commenting on others’ work.   One can also imagine setting up more complex systems of round-robin style commentary, including back and forth with informants, or with outsiders interested in contributing.  

For anyone who publishes or has contributed to a blog, this is already becoming a familiar mode of digital orality, so to speak, a discussion and refinement that is potentially archivable for others to follow and learn from.  The challenge comes on two levels:  getting the right set of people together for the right period of time to accomplish this (but is this any harder than organizing a workshop?) and finding a mechanism (better than blogs) for achieving order, managing the avalanche of material and eventually composing something from it.  We might need to innovate something better than what all the people in Silicon Valley think the world needs—but we won’t be able to do it without them.

On Luddism and learning to write: One finding of the EPIT project is a renewed sense that critique is possible anywhere, not just in the form of anthropological writing:  from the practices of scientists to the resistance movements of farmers.   If critique is possible at a technical level in the things and the machines that computer scientists like Dan Wallach urge us to make and use, then we cannot refuse to investigate them, and to bring out, make accessible, the critical terms of the debate that are immanent in the practices of some scientists or engineers.  To refuse to investigate—as a principled humanistic opposition to letting technical or economic language dominate the discussion—is not critique, it is decadence.   Of course, not everyone needs to get down and dirty with algorithms or base-pairs—but everyone else needs to refrain from offering their own ostensibly principled refusal as a pedagogy.  Grad students should be encouraged to take up not only a healthy interest in and knowledge of the technical and scientific details of the subjects they study, but also the practices of net-savvy participation, or programming and designing, of audio-visual argumentation—but with two important provisos: 1) only where it is relevant and 2) with the understanding that the responsibility to translate the tools and techniques and new forms to anthropologists and other scholars is theirs alone; it is not their peers’ responsibility to become fluent.  That is to say, it is becoming easier and easier today to create new forms of research—both in terms of media, and in terms of content—but harder and harder to connect them to the idioms, concepts or practices of the generation ahead.  

The transformation of modes of composition, of research, or of publication does not need to (and should not) happen all at once like The Rapture, leaving behind only the heaped clothing of anthropologists who have accepted the Internet into their heart, while the rest suffer damnation in the world of the long-hand and print.  We suggest it should be more like an apprenticeship that goes both ways.  Younger scholars may be responsible for innovations in the forms of scholarly research, but it is established scholars who are responsible for making sure that the scholarly and personal networks developed over decades are not severed by these innovations but strengthened by them—both those within the discipline and those outside it.  One of the most annoying aspects of the dot-com boom was the continued insistence that the internet has “changed all the rules”; the sentiment is correct, but the revolutionary bravado is unwarranted—the internet has not changed all the rules, but it has changed a couple of rather key ones.

On software tools and user-friendliness: At the end of his commentary on commentary on his article on commentary (such is the complexity of a Current Anthropology article) Fabian says:

The tiniest sign I put on the screen is ruled by codes, commands, and programs I am not even aware of and can do little to control or modify. The same goes for design, links, networks, search engines, and providers. There is a streak of pessimism beneath my enthusiasm for the Internet as tool of the trade.  What else can you expect from someone who sticks to WordPerfect 5.1 and sometimes thinks that Microsoft Windows and Word are designed for home entertainment rather than for the plain tasks of crafting a manuscript.

Let us assure Professor Fabian that WordPerfect 5.1 is a better tool for crafting a manuscript than Microsoft Word, and that despite the fact that we all live in immiseration created by cloying user-friendliness and idiotic bouncing paper-clip icons who object to every passive formulation formulaically, there are better tools out there—and we should not be afraid to experiment with them.  There is a large, but not unmanageable horizon of tools and technologies to experiment with for the purposes of crafting a “manuscript”—if the word can stand for more than just a precious hand-written version of an idea: tools for managing texts as objects, databases, mark-up languages, version-control systems and an array of tools that software developers use to write and to coordinate extremely complex projects.  Let us experiment with and adapt them!  Composing still demands excellent tools—maybe even that we understand our own tools just as we do our language and concepts: these too are matters that should be made explicit—for that is what we do.  Walter Benjamin once counseled, “Avoid haphazard writing materials.  A pedantic adherence to certain papers, pens, inks is beneficial.  No luxury, but an abundance of these utensils is indispensable.”
  That same should go for software tools and hardware to compose upon.  Scientists, including anthropologists, should in fact eschew user-friendliness in favor of composition-friendliness—after all it’s not our software we want to be friends with, but the people we write for.
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�	 All five authors are members of the Rice University Department of Anthropology. This article was written by Kelty, but the material for the project, including interviews, commentaries, and additional papers were created by all five.  Additional commentary and material was provided by Geoffrey Bowker, Gabriella Coleman, and Michael M.J. Fischer.





�	  See (Fabian 2002); the website he created with Vincent de Rooij is, quite despite the label “virtual,” still at (http://www.pscw.uva.nl/lpca/).


�	 See <http://www.kelty.org/epit> or <http://frazer.rice.edu/epit>.


�	 This is the first instance of a larger project that seeks to characterize some of the “emergent forms of life” (Fischer 2003) in science and technology, particularly those where there is some kind of “mediation” between a science and a public.  A second set of interviews is also underway with scientists and professionals engaged in nanotechnology.


�	 On this subject, we are guided by a number of recent attempts to theorize the modern transformation of the ethical:  Fischer 2003, Rabinow 2003, Faubion 2001, Lakoff and Collier 2004. 


�	 Indeed, the ability to make such a strategic choice depended largely on the extensive topical knowledge of one of the research group members (Kelty) who had already conducted significant research in this area, and was therefore attuned to which research areas might be most salient for our questions; a second project on Nanotechnology has therefore proven somewhat more challenging in that there are no experts among us, making the choice of subjects a slightly less principled one. 


�	 One of the small satisfying successes of this project was the fact that anthropology graduate students—most of whom were avowedly uninterested in computer science—went from being intimidated and bewildered by the research articles, to being comfortable with and unthreatened by the language in the space of six months.  The abstract assertion that there is a difference between knowing a lot of science, and knowing the meaning of science was only really believed by them via the practical experience of exploring and discussing the works with practitioners.  This, if anything, is confirmation of what one participant asserted concerning the project:  “interviewing is not ethnography”.  The relatively long-term immersion in the material, and the interaction with both subjects and colleagues concerning it was an essential, if ephemeral, aspect of the project, and confirmed our assertions (when questioned by computer scientists) that there was no ‘algorithm’ for ethnographic research. 


�	 A wiki is a simple piece of software that allows anyone to edit a webpage from within the browser.  Simple versions allow any changes without restriction (and hence inspire a certain kind of anarchy); more complex versions track changes, allow you to see revisions and make extensions.  The original wiki is Ward Cunnigham’s Wiki Wiki Web < � HYPERLINK "http://c2.com/cgi/wiki?WikiWikiWeb"��http://c2.com/cgi/wiki?WikiWikiWeb�>.  The phrase “wiki wiki” is said to mean “quickly” in Hawaiian.  Most people are more familiar with the Wikipedia, an open wiki-style encyclopedia <http://en.wikipedia.org/wiki/Main_Page>.  We also experimented with our own ad-hoc work-arounds in word that involved highlighting in particular colors or adding keywords based on line numbers.  


�	 There are a number of reasons for insisting on this beyond the political allegiance one might feel with these movements.  Because we are dealing with a large amount of material that will probably need to be moved, and with a technical environment that changes rapidly, using free software ensures that if we need to, we can change both the material, and the software to accommodate the needs of anthropology (assuming we can find a programmer to help, or teach ourselves).  Throughout the project we experimented with different software tools, and there are a number of different qualitative data analysis programs that are available to anthropologists.  One striking discovery, however, was that none of these programs, commercial or not, allowed for easy, distributed annotation and commentary by multiple users on the same text.  Some of them allowed for a kind of work around that essentially achieved this goal, but in the end, it was more difficult than it was worth to customize the software and learn its specialized commands—and easier to use available free and open source tools like wikis or blogs to communicate with each other.  Ironically, the tool that was most used was Microsoft Word—simply because of its universal presence (those of us willing to experiment, or resist, used OpenOffice instead).  The documents created by MS Word are not, however, easy to work with, and the plans for future versions of this project involve simply using text files and web-based or text editors.  


�	 A project by the artist Harrell Fletcher served as inspiration here.  The art-project is called “Learning to Love you More,” and it is essentially an open call to anyone—artist or not—to respond to a set of “assignments” devised by Fletcher and collaborator Miranda July.  The assignments range across media (“Sculpt a bust of Steve the Taxi-Driver” from a photo, or “Cover the Song ‘Don’t Dream it’s over’ by Crowded House”) and they inevitably include both good and poor quality responses.  The magic of the project comes in the fact that the responses are all displayed next to each other and constitute a kind mock normal distribution of artistic interpretations.  We hoped to replicate some of this magic—though of course, with only high-quality responses. See <http://www.learningtoloveyoumore.com>.


�	 The decision to organize the material by interviewee was unpremeditated, and represents only a necessary beginning point.  The challenge of creating (both technically and compositionally) an archive that is both structured and open ended at the same time really should not be underestimated.  One proposal that has not yet been carried out would be the potential for set of comparative case studies of scientists engaged in emergent problems: thus the three CS researchers at Rice might be compared with three Nanotechnology researchers at Rice and eventually others in industry, other universities and in other countries.  The goal would be to create a loose structure to which many different researchers could contribute interviews of some sort.  The advantage of doing this as a “virtual” archive is that the structure of the project might be reconceptualized in the middle and re-organized without a great deal of difficulty—at least with much less difficulty than a project conceived of as a book or encyclopedia—but this in turn would require at least a “notional” equivalent to publication, in order to structure the time and demands placed on researchers.  After all, few people are interested in being involved in a project that lasts forever. 


�	 Though informants did not respond, it should be stressed, in writing.  One of the principle challenges of this work in particular is the difficulty of capturing the time and attention of scientists—especially those involved in any kind of public light.  Some of the more common internet based tools for collaboration—such as blogs and wikis render this kind of collaboration more likely, especially amongst the computer-savvy—with other kinds of interlocutors, it could prove mostly useless. 


�	 <Dan Wallach/transcript #1>.


�	 <Peter Druschel/transcript #1>.


�	 This story is in <Dan Wallach/transcript #1>.


�	 This is discussed in <Peter Druschel/transcript #1>.


�	 Kohno et.al. 2003


�	 Two sites with more information on the controversy are <http://www.verifiedvoting.org> and <http://www.voterverifiable.com>


�	 This story is recounted in <Dan Wallach/transcript #2>.


�	 This story is recounted in <Dan Wallach/transcript #2>.


�	 Halpern et.al 2001.  The title echoes a famous paper (Wigner 1960) called “On the Unreasonable Effectiveness of mathematics in Natural Science” which points to the surprising fact that our symbolism for describing nature seems to be unreasonably well suited to doing so:  a modern day argument for Galileo’s statements about reading the book of nature.  Vardi’s claims are related to the fact that mathematical logic is so singularly well suited to describing the behavior of computer software.


�	 On this subject Mackenzie 2001.


�	 Note especially the rise of “ePrint servers” at universities around the country.  For more information see <http://www.arXiv.org> and <http://www.eprints.org>.


�	 Much of this debate centers around the new possibilities for dissemination made possible by the internet, and the perceived stranglehold by traditional publishers.  An excellent resource on this so-called “Open Access” debate is Peter Suber’s newsletter, blog and website, at � HYPERLINK "http://www.earlham.edu/~peters/fos/"��http://www.earlham.edu/~peters/fos/�.


�	 A perennial issue here is the question of whether scholars will be expected to read everything on the screen when the hypertext dispensation finally comes.  There are two possible answers to this: 1) of course not, aside from the ever growing sales of printers, paper and toner around the world, one of the outcomes of the internet has been not only the growth in the use of paper, but the resurgence of companies interested in on-demand printing of books, especially Amazon.  The main difficulty to confront here is not whether the research is printed or not, but whether it takes an online form (including metadata and links) that can be meaningfully translated into a paper document automagically.  This constraint may turn out to be a significant one—in that the usefulness of large bodies of transcripts or non-narrative text increases with the ability to search the full text, whereas the document that reports on what is contained therein may no longer need to include its “evidence” in the same ways.  2) well… ask your undergraduates how much they read on a screen.  If current indications are anything to go by, the post-internet generations relate very differently to both texts and screens, and it may well soon become much easier to blur the line between a book-object and a screen, with the proliferation of handhelds, media centers, binaryt-fondoculated-supercombo-computer-phones and all manner of Rube Goldberg like assemblages of CPU, screen, software and input devices.  The distinction between reading on the screen and reading on the page may come to be less firm that it currently seems to be.


�	 Though the announcements keep coming.  The current name for what hypertext used to mean is “the Semantic Web”—based on the Extensible Markup Language (XML) and Resource Description Framework (RDF) proposed by the W3C.  The success of these tools is starting to be seen in the world of blogs, which make use of simple forms of this markup.  However, for a lively critique of this, see Doctorow 2001


�	 Above all, commentary should not be conceived of as simply the subject of an endnote.


�	 Benjamin 1997:458.







